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ADVANCED DATA STRUCTURES 

UNIT-1 :: SORTING TECHNIQUES 
Basic concepts, Sorting by: insertion(insertion sort), Selection sort(heap sort), exchange sort(bubble sort, 

quick sort), distribution sort(radix sort) and merging (merge sort) algorithms 

External Sorting, Introduction, K-way Merging - Buffer Handling for parallel Operation- Run 

Generation- Optimal Merging of Runs. 
-0-0-0-0-0- 

Arranging the elements in ascending order or in descending order is called Sorting. Sorting techniques 

are broadly categorized into two. 

 

 1)Internal Sorting and 2)External Sorting. 

 

1. Internal Sorting : All the records that are to be sorted are in main memory. 

 

2. External Sorting: Some sorts that cannot be performed in main memory and must be done on disk 

or tape. This type of sorting is known as External Sorting. 

 

Efficiency: One of the major issues in the sorting algorithms is its efficiency. If we can efficiently sort the 

records then that adds value to the sorting algorithm. We usually denote the efficiency of sorting 

algorithm in terms of time complexity. The time complexities are given in terms of big-oh notation. 

 

Commonly there are O(n
2
) and O(n log n ) time complexities for various algorithms. Quick sort is the 

fastest algorithm and bubble sort is the slowest one. 

 

         Sorting Method                                                     Efficiency 

          Bubble sort/Selection sort/Insertion sort     0(n
2
) 

          Shell sort                               0(n
2
) 0(n 

7/6
)  

          Heap / Quick / Merge/ radix            0(n log n) 

 

Various Sorting Techniques are  

 

1. Bubble sort 

2. Insertion sort 

3. Selection sort 

4. Quick sort 

5. Merge sort 

6. Heap sort 

7. Radix sort           
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Bubble Sort: 
A well known algorithm called Bubble sort, is easy to understand. Probably this is the least efficient. 

The basic idea underlying the bubble sort is to pass through the array left to right several times. 

Each pass consists of comparing each element in the array with its successor and interchanging 

the two elements if they are not in proper order. At the end of each pass we can observe that the 

largest element of the list is moved to its final position. 
Consider the following array. 

I pass   25 57 48 37 12 

     

48 57 

37 57 

12 57 

 

25 48 37 12 57 

II pass 

37 48 

12 48 

 

25 37 12 48 57 

III pass 

12 37 

 

25 12 37 48 57 

IV pass 

   12 25 37 48 57 

 

After 4
th

 pass the array contains  

   12 25 37 48 57 

The array contains 5 elements and after 4 passes the array is sorted. An array of n elements 

requires not more than n-1 iterations / passes. 
Efficiency of Bubble Sort: 

There are n-1 passes and n-1 comparisons on each pass. Thus the total no of comparisons is (n-

1) X (n-1) = n
2
 – 2n + 1 which is 0(n

2
). 

/* Program to implement Bubble sort technique*/ 

#include<stdio.h> 

#include<conio.h> 

bubblesort(a,n) 

int a[],n; 

{ 

  int i,j,temp; 

 

  for(i=0;i<n;i++) 

  { 

    for(j=0;j<n-1-i;j++) 

     if(a[j]>a[j+1]) 

     { 

       temp=a[j]; 

       a[j]=a[j+1]; 

       a[j+1]=temp; 

     } 

   } 

} 

void main() 

{ 

  int i,t,j,n,a[20]; 

  clrscr(); 

  printf("enter size of array"); 

  scanf("%d",&n); 

  printf("enter array elements:"); 

  for(i=0;i<n;i++) 

  scanf("%d",&a[i]); 

 

    bubblesort(a,n); 

 

   printf("the sorted arrayis:"); 

   for(i=0;i<n;i++) 

   printf("%d ",a[i]); 

   getch(); 

 } 
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Insertion Sort:The Insertion sort is one that sorts a set of elements by inserting elements into an 

existing sorted array. In this sorting, each time one element is inserted in its position into an existing 

sorted list. The simple Insertion sort is effective, if the list is small in size. This method uses very small 

memory and hence it is effective. 

                                                                                                                                    

                                                                                                            Element to be      Comparisons 

inserted 

 

      I pass 25 57 48 37 12  57  1 

 

     II pass 25 57 48 37 12  48  2 

 

  25 48 57 

 

    III pass 25 48 57 37 12  37  3 

   

  25 37 48 57 

 

     IV pass 25 37 48 57 12  12  4 

 

  12 25 37 48 57 

 

  12 25 37 48 57 

Total no of comparisons  = 1 + 2 + 3 + ------- + (n-1) 

= (n-1) n/2  

   = (n
2
-n)/2  

= 0(n
2
) 

However the simple insertion sort is still better than the bubble sort. The average number of 

comparisons in the simple insertion sort is also 0(n
2
). 

# include <stdio.h> 

#include <conio.h> 

insertionsort (a,n) 

int a[]; 

int n; 

{ 

 int i,k,y,found; 

 for (k=1;k<n;k++) 

 { 

      y = a[k]; 

      i = k-1; 

      found = 0; 

      while ((i>=0) && (found !=1)) 

        if (y<a[i]) 

  { 

     a[i+1] = a[i]; 

      i --; 

  } 

  else 

                 found = 1; 

     a[i+1] = y; 

 } /*------end for ---------*/ 

}  /*----end of function--*/ 

void main() 

{ 

 int a[10]; 

 int i, n; 

 clrscr(); 

 printf(“Enter n”); 

 scanf(“%d”,&n); 

 printf(“Enter array elements\n”); 

 for (i=0;i<n;i++) 

     scanf(“%d”,&a[i]); 

 

      printf(“\narray before insertion sort\n”); 

      for (i=0;i<n;i++) 

 printf(“%d”,a[i]); 

      printf(“\n”); 

      insertsort(a,n);  

      printf(“Array after insertion sort\n”); 

      for(i=0;i<n;i++) 

 printf(“%d”,a[i]); 

      printf(“\n”); 

      getch(); 

} 
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Selection Sort: 
 

Selection sort minimises data movement by putting one entry in its final position at every pass. 

This algorithm is primarily useful for contiguous lists with large entries for which movement of entries is 

expensive. 

 

This algorithm uses a function called MAXKEY, which finds the maximum key on the list. The 

procedure swap simply swaps the two entries given as parameters. 

 

The primary advantage of selection sort regards data movement. If an entry is in its correct final 

position, then it will never be moved. Every time any pair of entries is swapped, then at least one of 

them moves into its final position, and therefore n-1 swaps are done altogether in sorting a list of n 

elements. 

 

At the first stage we scan the list to find the largest number. 57 is the largest number. Then 

exchange this number with the number in the last position. Now repeat the process on the shorter list 

by omitting the last entry. Again the largest number in the shorter list is exchanged with the last number 

in the shorter list and this process continues until the length of the unsorted list is 1. 

 

Unsorted elements      25             57         48         37            12 

 

          Pass I   25 57 48 37 12            interchange 57 and 12 

 

         Pass II  25 12 48 37 57            interchange 48 and 37 

 

        Pass III  25 12 37 48 57            interchange 37 and 37 

 

         Pass IV  25 12 37 48 57            interchange 25 and 12 

 

                                          12 25 37 48 57           sorted list 

 

Note : The numbers in circles are the largest numbers of the array and they will be inter changed with 

the last elements of that list.   

 

Analysis of Selection sort: The first pass makes n-1 comparisons, The second pass makes n-2 and so 

on….Therefore, there is a total of 

(n-1) + (n-2) + (n-3) + ……………………….+1 = 
2

)1( −nn
 comparisons, which is 0(n

2
). 

The number of interchanges is always (n-1). The sort therefore be categorized as 0(n
2
). 
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/*------------Program for Selection sort-------------*/ 

#include <stdio.h> 

#include <conio.h> 

void swap (int a[],int i, int j) 

{ 

 int temp; 

 temp = a[i]; 

 a[i] = a[j]; 

 a[j] = temp; 

} 

int maxkey(int a[],int low, int high) 

{ 

 int large, largepos, i; 

 large = a[low]; 

 largepos = low; 

 for (i=low+1; i<=high;i++) 

  if (a[i] > large) 

  { 

   large  = a[i]; 

   largepos = i; 

  } 

 return (largepos); 

} 

void selectionsort(int a[], int n) 

{ 

     int current, maxpos; 

     for (current = n-1;current >=0;current--) 

       { 

 maxpos = maxkey(a,0, current); 

 swap (a,current,maxpos); 

       } 

} 

void main() 

{ 

 int a[10]; 

 int i, n; 

 clrscr(); 

 printf(“Enter n”); 

 scanf(“%d”, &n); 

 printf(“Enter array elements\n”); 

 for (i=0;i<n;i++) 

  scanf(“%d”,&a[i]); 

  

            printf(“\narray before  sorting\n”); 

 for (i=0;i<n;i++) 

 printf(“%d”,a[i]); 

 printf(“\n”); 

 selectionsort (a,n);  

 printf(“Array after  sorting\n”); 

 for(i=0;i<n;i++) 

 printf(“%d ”,a[i]); 

 printf(“\n”); 

 getch(); 

} 

 

 

Quick Sort: 
The quick sort scheme developed by C.A.R.Hoare, has the best average behaviour among all the 

sorting methods. 

 

Let ‘A’ be an array and ‘n’ the number of elements in the array to be sorted. Choose an element 

‘x’ from a specific position within the array i.e., x = a[0] 

 

Suppose the elements of array ‘a’ are partitioned, so that ‘x’ is placed into position ‘j’ and the 

following conditions hold. 

 

1. Each of the element in positions ‘o’ through ‘j-1’ is less than or equal to ‘x’. 

2. Each of the elements in positions ‘j+1’ through ‘n-1’ is greater than or equal to ‘x’. 

 

Notice that if these two conditions hold for a particular ‘x’ and ‘j’, ‘x’ is the j
th

 smallest element of 

array ‘a’, so that ‘x’ remains in position ‘j’ when the array is completely sorted. If the foregoing process is 

repeated with the sub arrays a[0] through a[j-1] and a[j+1] through a[n-1] and any sub arrays created by 

the process in successive iterations, the final result is a sorted array. 
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Let us illustrate the quick sort with an example. 

 25 57 48 37 12 92 86 33 

First element is placed in its proper position. 

  12 25 57 48 37 92 86 33 

 

At this point 25 is in its proper position in the array a[1], each element below that position is less 

than or equal to 25 and each element above that position is greater than or equal to 25 Since 25 is in its 

final position the original problem is decomposed into the problem of sorting two arrays. 

(12)     and      (57 48 37 92 86 33) 

The array of one element is already sorted. To sort the second sub array the process is 

repeated and the sub array is further sub divided. The entire array is now be viewed as 
             12 25 ( 57 48 37 92 86 33) 

Where parentheses enclose the sub arrays that are yet to be sorted. 

  

              12 25 ( 48 37 33 ) 57 ( 92 86 ) 

and further representations are 

  12 25 ( 37 33 )  48 57 ( 92 86 ) 

 

  12 25 ( 33) 37 48 57 86 (92 ) 

 

  12  25 33 37 48 57 86 92 

  Note that the final array is sorted. By this time you should noticed that the quick sort may be defined 

most conveniently as a recursive procedure. 

 

Efficiency of Quick Sort is 0(n log n). 
 

Assume that the file size is n  

and n is a power of  2  say n = 2m 

so m = log 2n    can be read as log n base 2. 

 

And also assume that the proper position for pivot always points the exact middle element of the sub 

array. In that case there will be approximately n comparisons. Actually n-1 comparisons. 

 

  The file of size n will be splitted into 2 subfiles each of size n/2. 

  The file of size n/2 will be splitted into 2 subfiles each of size n/4.  

  The file of size n/4 will be splitted into 2 subfiles each of size n/8. 

  The file of size n/8 will be splitted into 2 subfiles each of size n/16. 

  And so on  until the subfile having size 1. 

 

After having the subfile m times there are n files of size 1. Thus the total no of comparisons for 

the entire sort is approximately 
= n +  2*n/2  +  4 * n/4   +   8*n/8 + ……………………….n*n/n  upto   m terms  

= n * m = n*log n = O(nlogn) 
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/*********************** Quick Sort Technique*/ 

#include<stdio.h> 

#include<conio.h> 

void quicksort(a,low,high) 

int a[],low,high; 

{ 

  int pivotloc; 

  if (low<high) 

    { 

      pivotloc=partition(a,low,high); 

      quicksort(a,low,pivotloc-1); 

      quicksort(a,pivotloc+1,high); 

    } 

} 

void swap(a,i,j) 

int a[],i,j; 

{ 

  int temp; 

  temp=a[i]; 

  a[i]=a[j]; 

  a[j]=temp; 

} 

int partition(a,low,high) 

int a[],low,high; 

{ 

   int pivotloc,pivotkey,i; 

   pivotkey=a[low]; 

   pivotloc=low; 

   for(i=low+1;i<=high;i++) 

    { 

       if (a[i]<pivotkey) 

       { 

   swap(a,pivotloc+1,i); 

   swap(a,pivotloc,pivotloc+1); 

   pivotloc++; 

       } 

    } 

    return(pivotloc); 

} 

void main() 

{ 

  int a[20],n,i; 

  clrscr(); 

 

  printf("enter size of array A"); 

  scanf("%d",&n); 

  printf("enter elements of array A \n"); 

  for(i=0;i<n;i++) 

  scanf("%d",&a[i]); 

 

   quicksort(a,0,n-1); /* function call */ 

   printf("the sorted array is:"); 

   for(i=0;i<n;i++) 

   printf("%d ",a[i]); 

   getch(); 

   } 

 

 

 

Merge Sort :The fundamental operation in this algorithm is merging two sorted lists. The basic 

merging algorithm takes two input arrays A and B an output array C and three counters Aptr, Bptr and 

Cptr which are initially set to the beginning of their respective arrays.  The smaller of A[Aptr] and B[Bptr] 

is copied to the next entry in C, and the appropriate counters are advanced.   When either input list is 

exhausted, the remainder of the other list is copied to C. 
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 A  B  C 

 � 1 � 2            �1 

  13  15  2  

24 27  13  

26   38  15 

      24 

26       

27 

      38 

At most N-1 comparisons are made, where N is the total number of elements. Every comparison adds an 

element to C, except the last comparison, which adds at least two. 

Merge sort running time = 0(n log n). 

/*----------sorting two arrays into a single sorted array using 

Merge Sort Technique--------*/ 

#include<stdio.h> 

#include<conio.h> 

void mergesort(int a[],int n,int b[],int m,int c[]) 

{ 

  int i,j,k; 

  i=0; 

  j=0; 

  k=0; 

  while ((i<n)&&(j<m)) 

   { 

     if (a[i] < b[j]) 

       { 

      c[k]=a[i]; 

      i++; 

      k++; 

       } 

     else 

      { 

     c[k]=b[j]; 

     j++; 

     k++; 

      } 

   } 

   while (i<n) 

    { 

      c[k]=a[i]; 

      i++; 

      k++; 

    } 

   while (j<m) 

    { 

      c[k]=b[j]; 

      j++; 

      k++; 

    } 

} 
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void main() 

{ 

   int a[20],n,b[20],m,c[20],i; 

   

   clrscr(); 

   printf("enter size of array A"); 

   scanf("%d",&n); 

 

   printf("enter elements of array A in sorted order : \n"); 

   for(i=0;i<n;i++) 

     scanf("%d",&a[i]); 

 

   printf("enter size of array B"); 

   scanf("%d",&m); 

 

   printf("enter elements of array B in sorted order: \n"); 

   for(i=0;i<m;i++) 

      scanf("%d",&b[i]); 

 

   mergesort(a,n,b,m,c); /* function call */ 

 

   printf("the sorted array is:"); 

   for(i=0;i<m+n;i++) 

       printf("%d ",c[i]); 

   getch(); 

 } 

 

 

MERGE SORT 
Worst Case time complexity       O(n log(n)) 
Assume that the elements are to  be sorted in non decreasing order. 

Assume that the Array contains n elements  a[1], a[2],……a[n]. Imagine them split in to two sub arrays. 

a[1],a[2] ….a[n/2] 

a[n/2+1]……a[n]  

Each set is individually sorted and the resulting sorted sequences are merged to produce a single sorted 

sequence of n elements. Thus we have another ideal example of divide and conquer strategy in which 

the splitting is into two equal sized sets and the combining operation is the merging of two sorted sets 

into one. 
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Example 

 

A[1:10] = (310, 285, 179, 652, 351, 423, 861, 254, 450, 520) 

A[1:5]=( 310, 285, 179, 652, 351) 

A[6:10]=( 423, 861, 254, 450, 520) 

 

Tree of calls of Merge Sort 

 
 

Now the merge begins. Note that no movement of data has yet taken place. A record of the sub arrays is 

implicitly maintained by the recursive mechanism. 

 

(310| 285| 179|, 652, 351| 423, 861, 254, 450, 520) 

(285, 310| 179|, 652, 351 | 423, 861, 254, 450, 520) 

 

(179, 285, 310| 652, 351 | 423, 861, 254, 450, 520) 

(179, 285, 310| 351, 652 | 423, 861, 254, 450, 520) 

(179, 285, 310, 351, 652 | 423, 861, 254, 450, 520) 

(179, 285, 310, 351, 652 | 423| 861| 254| 450, 520) 

(179, 285, 310, 351, 652 | 423, 861| 254| 450, 520) 

(179, 285, 310, 351, 652 | 254, 423, 861| 450, 520) 

(179, 285, 310, 351, 652 | 254, 423, 450, 520, 861) 

Final 

(179, 254, 285, 310, 351, 423, 450, 520, 652, 861) 
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Algorithm for Merge Sort 
Algorithm mergesort(low,high) 

//a[low:high] is a global array 

{ 

     if (low<high) then 

       { 

             mid:= (low+high)/2; 

             mergesort(low,mid); 

             mergesort(mid+1,high); 

                            //combine  the solutions  

            merge(low,mid,high);  

       } 

} 

 

Algorithm merge(low,mid,high) 

{ 

      h:=low; 

      i:= low; 

      j:= mid+1; 

      while ((h<=mid)and(j<=high)) do 

       { 

            if (a[h] <= a[j]) then 

               { 

                     b[i]:=a[h]; 

                     h:=h+1; 

               } 

           else 

                { 

                     b[i]:=a[j]; 

                     h:=h+1; 

               } 

           i:=i+1; 

       } 

  if (h>mid) then 

      for k:= j to high do 

        { 

             b[i]:=a[k]; 

                i:=i+1; 

        }    

   else 

         for k:= h to mid do 

        { 

               b[i]:=a[k]; 

               i:=i+1; 

        } 

     for k:= low to high do 

           a[k]:=b[k]; 

} 

 

 

                                                                Tree of calls of Merge 
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/******************************************************** 

    Sorting an array using Merge Sort Technique 

*********************************************************/ 

#include <stdio.h> 

#include <conio.h> 

void merge(a,low,mid,high) 

int a[50],low,mid,high; 

{ 

     int i,j,k; 

     int temp[50]; 

     k=low; 

     i=low; 

     j=mid+1; 

     while ((i<=mid)&&(j<=high)) 

     { 

       if (a[i]<=a[j]) 

 { 

   temp[k]=a[i]; 

   i++; 

   k++; 

 } 

 else 

   { 

      temp[k]=a[j]; 

      j++; 

      k++; 

   } 

     } 

     while(i<=mid) 

     { 

       temp[k]=a[i]; 

       i++; 

       k++; 

     } 

     while(j<=high) 

     { 

       temp[k]=a[j]; 

       j++; 

       k++; 

     } 

     for(k=low;k<=high;k++) 

 a[k]=temp[k]; 

} 

 

 

 

 

 

 

 

 

 

 

 

 



ADVANCED DATA STRUCTURES    13 

 

Department of CSE                            MPESGI                          UNIT-I  ::  SORTING 

void mergesort(a,low,high) 

int a[50],low,high; 

{ 

 int mid; 

 if (low<high) 

    { 

       mid=(low+high)/2; 

       mergesort(a,low,mid); 

       mergesort(a,mid+1,high); 

       merge(a,low,mid,high); 

     } 

} 

 

void main() 

{ 

   int a[50], i,n; 

   clrscr(); 

   printf("enter n "); 

   scanf("%d",&n); 

   for(i=0;i<n;i++) 

   { 

      printf("enter array element "); 

      scanf("%d",&a[i]); 

   } 

   mergesort(a,0,n-1); 

   printf("The sorted array is\n"); 

   for(i=0;i<n;i++) 

      printf("%d\n",a[i]); 

   getch(); 

} 

Time Complexity of Merge Sort 

If the time for merging operation is 4n, then the computing time for merge sort is described by the 

recurrence relation 

T(n) =    a                                   if  n=1 

              2T(n/2)+cn                   if n>1 

Where n is a power of 2 i.e n=2
k
.      We can solve this equation by successive substitutions 

       T(n)  =   2T(n/2)+cn                         -------------------------------------------1 

                                                                  Replace n with n/2 

       T(n/2)  =   2T(n/4)+cn/2                 --------------------------------------------2 

                                                                  Substituting T(n/2) in equation 1 

       T(n)   =   2(2T(n/4)+cn/2)+cn 

       T(n)   =   4T(n/4)+2cn                     ---------------------------------------------3 

                                                                 Replace n with n/4  in eq 1 

       T(n/4)  =   2T(n/8)+cn/4                  --------------------------------------------4 

                                                                   Substituting T(n/4) in equation 3 

       T(n)   =   4(2T(n/8)+cn/4)+2cn       

       T(n)   =  8T(n/8)+4cn                        ---------------------------------------------5 

                 : 

                 : 

                 : 

                 : 

       T(n) = 2
k
(1)+k.c.n                                                                  n=2

k
 

               = n.a +   log n . c. n                                                        k=log n 

               =  an + c n logn 

It is easy to see that is 2
k
<=n<=2

k+1 
then T(n)<=T(2

k+1
)>=T(N)=O(n log n) 
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Binary Heap : 
 

A heap is a binary tree that is completely filled with the possible exception of the bottom level, 

which is filled from left to right. Such a tree is known as a complete binary tree. 
 

It is easy to show that a complete binary tree of height h has between 2
h
 and 2

h+1
 – 1 nodes. 

 

An important observation is that because a complete binary tree is so regular, if can be represented in 

an array and no pointers are necessary. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

For any element in array position i, the left child is in position 2i + 1, the right child is in the cell after the 

left child 2i+2 and parent is in position i/2 –1. 

 

 

Heap Sort : 
 

 

Heap Sort is simply an implementation of the general selection Sort using the input array x as a heap 

representing a descending priority Queue.   The pre-processing phase creates a heap of size n, using the 

sift-up operation, and the selection phase redistributes the elements of the heap in order as it deletes 

elements from the priority Queue using the sift-down operation. 

 

 

 Phase1  --- Creating a heap. 

 Phase2  --- Illustrates the adjustment of the heap as x[0] is 

 

 

Repeatedly selected and placed into its proper position in the array and the heap is readjusted,  Until all 

the heap elements are processed.  Note that after an element has been deleted from the heap, it 

remains in the array, it is merely ignored in subsequent processing. 

 

Running time of heap sort O(n log n)  

 
 

 

 

 

 

A 

B C 

D E F G 

H I J 

0 1 2 3 4 5 6 7 8 9 

A B C D E F G H I J 

Root 
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Heap Sort: 

 

  25 57 48 37 12 92 86 33 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Creating a heap of the size 8 
 

 

25 57 57 48 57 

25 48 25 

57 57 

37 48 37 

37 12 

48 

25 25 12 

92 

37 57 

12 48 25 

92 92 

37 86 

12 48 25 

86 

57 

92 

37 86 

12 48 33 

33 

57 

25 
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    X[7] = max(x,8) 

    86 37 57 33 12 48 25 92 

 

   

 

 

 

 

 

 

 

 

    X[6] = maxdelete(x,7) 

    57 37 48 33 12 25 86 92 

 

 

 

 

 

 

 

 

 

 

    48 37 25 33 12 57 86 92 

       

92 

37 86 

33 12 

25 

48 57 

92 37 86 33 12 48 57 25 

X[0] 

X[1] X[2] 

X[3] X[4] X[5] X[6] 

X[7] 

86 

37 57 

33 12 

92 

48 25 

57 

37 48 

33 12 

92 

25 86 

48 

37 25 

33 12 

92 

57 86 
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    37 33 25 12 48 57 86 92 

 

 

 

 

 

 

 

 

 

 

    33 12 25 37 48 57 86 92 

 

 

 

 

 

 

 

 

 

    25 12 33 37 48 57 86 92 

 

 

 

 

 

 

 

 

 

    12 25 33 37 48 57 86 92 

     The array is sorted. 

 

 

 

 

 

 

 

 

 

 

37 

33 25 

12 48 

92 

57 86 

33 

12 25 

37 48 

92 

57 86 

25 

12 33 

37 48 

92 

57 86 

12 

25 33 

37 48 

92 

57 86 
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 /*********************** Heap Sort Technique*/ 

 #include<stdio.h> 

 #include<conio.h> 

 display(a,n) 

 int a[],n; 

 { 

  int i; 

  for(i=0;i<n;i++) 

  printf("%d ",a[i]); 

  printf("\n"); 

 } 

 /********************** Function to create heap */ 

 createheap(x,n) 

 int x[],n; 

 { 

    int i,ele,s,f; 

    for (i=1;i<n;i++) 

    { 

       ele = x[i]; 

       s = i; 

       f = (s-1) / 2; 

       while (s>0 && x[f]<ele) 

        { 

   x[s] = x[f]; 

   s = f; 

   f = (s-1) / 2; 

        } 

        x[s] = ele; 

   } 

 

       } 

 

   swap(x,i,j) 

   int x[],i,j; 

   { 

     int temp; 

     temp=x[i]; 

     x[i]=x[j]; 

     x[j]=temp; 

   } 

    /* Repeatedly remove x[0] and insert it in proper position 

       and readjust the remaining heap */ 

   heapsort(x,n) 

   int x[],n; 

   { 

     int i; 

     for (i=n-1;i>0;i--) 

      { 

  display(x,n); 

  swap(x,0,i); 

  createheap(x,i); 

      } 

   } 
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 void main() 

    { 

       static int a[20] = { 25,57,48,37,12,92,86,33 }; 

       int n,i; 

       clrscr(); 

       createheap(a,8); 

       heapsort(a,8); /* function call */ 

       printf("the sorted array is:"); 

       display(a,8); 

       getch(); 

    } 

 

 
/*************************************************** 
          Heap Sort another vertion 

****************************************************/ 

#include <stdio.h> 

#include <conio.h> 

void makeheap(a,n) 

int a[50],n; 

{ 

  int i,j,val,father; 

  for (i=1;i<n;i++) 

    { 

       val=a[i]; 

       j=i; 

       father=(j-1)/2; 

       while (j>0 && a[father]<val) 

       { 

  a[j]=a[father]; 

  j=father; 

  father=(j-1)/2; 

       } 

       a[j]=val; 

    } 

} 

 

 

 

void display(a,n) 

int a[50],n; 

{ 

   int i; 

   for(i=0;i<n;i++) 

      printf("%d\n",a[i]); 

} 
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void heapsort(a,n) 

int a[50],n; 

{ 

   int i,k,temp,j; 

   for(i=n-1;i>0;i--) 

   { 

      temp=a[i]; 

      a[i]=a[0]; 

      k=0; 

      if ( i==1) 

  j=-1; 

      else 

  j=1; 

      if (i>2 && a[2]>a[1]) 

      j=2; 

      while(j>0 && temp<a[j]) 

      { 

  a[k]=a[j]; 

  k=j; 

  j=2*k+1; 

  if (j+1<= i-1 && a[j]<a[j+1]) 

     j++; 

  if (j>i-1) 

     j=-1; 

      } 

      a[k]=temp; 

   } 

} 

 

 

void main() 

{ 

   int a[50], i,n; 

   clrscr(); 

   printf("enter n "); 

   scanf("%d",&n); 

   for(i=0;i<n;i++) 

   { 

     printf("enter array element "); 

     scanf("%d",&a[i]); 

   } 

   printf("The Un sorted array is\n"); 

   display(a,n); 

 

   makeheap(a,n); 

   printf("The heapfied array is\n"); 

   display(a,n); 

 

   heapsort(a,n); 

   printf("The sorted array is\n"); 

   display(a,n); 

   getch(); 

} 
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RADIX SORT 
Radix sort is one of the linear sorting algorithms for integers. It functions by sorting the input 

numbers on each digit, for each of the digits in the numbers. However, the process adopted by 

this sort method is somewhat counterintuitive, in the sense that the numbers are sorted on the 

least-significant digit first, followed by the second-least significant digit and so on till the most 

significant digit. 

To appreciate Radix Sort, consider the following analogy: Suppose that we wish to sort a deck of 

52 playing cards (the different suits can be given suitable values, for example 1 for Diamonds, 2 

for Clubs, 3 for Hearts and 4 for Spades). The 'natural' thing to do would be to first sort the cards 

according to suits, then sort each of the four separate piles, and finally combine the four in order. 

This approach, however, has an inherent disadvantage. When each of the piles is being sorted, 

the other piles have to be kept aside and kept track of. If, instead, we follow the 'counterintuitive' 

approach of first sorting the cards by value, this problem is eliminated. After the first step, the 

four separate piles are combined in order and then sorted by suit. If a stable sorting algorithm 

(i.e. one which resolves a tie by keeping the number obtained first in the input as the first in the 

output) it can be easily seen that correct final results are obtained. 

The sorting of numbers proceeds by sorting the least significant to most significant digit. For 

sorting each of these digit groups, a stable sorting algorithm is needed. Also, the elements in this 

group to be sorted are in the fixed range of 0 to 9. Both of these characteristics point towards the 

use of Counting Sort as the sorting algorithm of choice for sorting on each digit. 

The time complexity of the algorithm is as follows: Suppose that the n input numbers have 

maximum k digits. Then the Counting Sort procedure is called a total of k times. Counting Sort 

is a linear, or O(n) algorithm. So the entire Radix Sort procedure takes O(kn) time. If the 

numbers are of finite size, the algorithm runs in O(n) asymptotic time.  
 

Efficiency 
Radix sort's efficiency is O(k·n) for n keys which have k or fewer digits. Note that this is not necessarily 

better than O(n·log(n)), as k may not be independent of n. As an example, consider the ordering of a list 

of n different integers. Lets assume integers are coded in base B. Then there are B different possible 

digits and k must be at least as big as logB(n). As there are B different digits, there are B buckets needed, 

and each pass needs in average n·log2(B) comparisons to distribute the integers into the buckets. So we 

have: 

• k is bigger or equal to logB(n)  

• Each pass requires n·log2(B) comparisons (on average)  

 

So, if T is the average time needed by radix sort, we have: 

T ≥ logB(n)·n·log2(B) = log2(n)·logB(2)·n·log2(B) = log2(n)·n·logB(2)·log2(B) = n·log2(n)  

 

As with comparison sorts, we have T ≥ n·log2(n) for radix sort. So the complexity is Ω(n·log2(n)) = Ω(n·log 

n). 

 

Definition 
Each key is first figuratively dropped into one level of buckets corresponding to the value of the 

rightmost digit. Each bucket preserves the original order of the keys as the keys are dropped into. 

There is a one-to-one correspondence between the number of buckets and the number of values 

that can be represented by a digit. Then, the process repeats with the next neighbouring digit 

until there are no more digits to process. In other words: 
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1. Take the least significant digit (or group of bits, both being examples of radices) of each key.  

2. Group the keys based on that digit, but otherwise keep the original order of keys. (This is what 

makes the LSD radix sort a stable sort).  

3. Repeat the grouping process with each more significant digit.  

The sort in step 2 is usually done using bucket sort or counting sort, which are efficient in this 

case since there are usually only a small number of digits. 

An example:  Original, unsorted list: 
170, 45, 75, 90, 802, 24, 2, 66  

Sorting by least significant digit (1s place) gives: 
170, 90, 802, 2, 24, 45, 75, 66  

Notice that we keep 802 before 2, because 802 occurred before 2 in the original list, and 

similarly for pairs 170 & 90 and 45 & 75. Sorting by next digit (10s place) gives: 
802, 2, 24, 45, 66, 170, 75, 90  

Sorting by most significant digit (100s place) gives: 
2, 24, 45, 66, 75, 90, 170, 802  

 

It is important to realize that each of the above steps requires just a single pass over the data, 

since each item can be placed in its correct bucket without having to be compared with other 

items. 

Some LSD radix sort implementations allocate space for buckets by first counting the number of 

keys that belong in each bucket before moving keys into those buckets. The number of times that 

each digit occurs is stored in an array. Consider the previous list of keys viewed in a different 

way: 
170, 045, 075,090, 002, 024, 802, 066  

The first counting pass starts on the least significant digit of each key, producing an array of 

bucket sizes: 
2 (bucket size for digits of 0: 170, 090)  

2 (bucket size for digits of 2: 002, 802)  

1 (bucket size for digits of 4: 024)  

2 (bucket size for digits of 5: 045, 075)  

1 (bucket size for digits of 6: 066)  

 

A second counting pass on the next more significant digit of each key will produce an array of 

bucket sizes: 
2 (bucket size for digits of 0: 002, 802)  

1 (bucket size for digits of 2: 024)  

1 (bucket size for digits of 4: 045)  

1 (bucket size for digits of 6: 066)  

2 (bucket size for digits of 7: 170, 075)  

1 (bucket size for digits of 9: 090)  

 

A third and final counting pass on the most significant digit of each key will produce an array of 

bucket sizes: 
6 (bucket size for digits of 0: 002, 024, 045, 066, 075, 090)  

1 (bucket size for digits of 1: 170)  

1 (bucket size for digits of 8: 802)  

At least one LSD radix sort implementation now counts the number of times that each digit 

occurs in each column for all columns in a single counting pass. Other LSD radix sort 

implementations allocate space for buckets dynamically as the space is needed. 

 

 

 



ADVANCED DATA STRUCTURES    23 

 

Department of CSE                            MPESGI                          UNIT-I  ::  SORTING 

/*------------------ Radix Sorting Technique */ 

#include <stdio.h> 

#include <conio.h> 

void radixsort(int a[],int n) 

{ 

   int i,b[20],m=0,exp=1; 

   int bucket[10]; 

 

   for(i=0;i<n;i++) 

      if(a[i]>m) 

      m=a[i]; 

 

   while(m/exp>0) 

   { 

      for(i=0;i<10;i++) 

      bucket[i]=0; 

 

      for(i=0;i<n;i++) 

     bucket[a[i]/exp%10]++; 

 

      for(i=1;i<10;i++) 

     bucket[i]+=bucket[i-1]; 

 

      for(i=n-1;i>=0;i--) 

     b[--bucket[a[i]/exp%10]]=a[i]; 

 

      for(i=0;i<n;i++) 

      a[i]=b[i]; 

 

      exp*=10; 

   } 

} 

void main() 

{ 

   int a[20],i,n; 

 

   clrscr(); 

   printf("enter n "); 

   scanf("%d",&n); 

 

   printf("Enter Array Elements \n"); 

   for (i=0;i<n;i++) 

      scanf("%d",&a[i]); 

 

   radixsort(a,n); 

 

   printf("The sorted array\n"); 

   for(i=0;i<n;i++) 

      printf("%d\n",a[i]); 

 

   getch(); 

} 
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Example 2) Radix Sorting 

unsorted list: 

523 

153 

088 

554 

235 

sorting for Radix 0 (least significant digit) 

523 

153 

554 

235 

088 

sorting for Radix 1 (2nd. significant digit) 

523 

235 

153 

554 

088 

sorting for Radix 2 (most. significant digit) 

088 

153 

235 

523 

554 
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External Sorting 

 
All the internal sorting algorithms require that the input fit into main memory. There are, 

however, applications where the input is much too large to fit into memory. For those external 

sorting algorithms, which are designed to handle very large inputs. 

 

Why We Need New Algorithms 

Most of the internal sorting algorithms take advantage of the fact that memory is directly 

addressable. Shell sort compares elements a[i] and a[i - hk] in one time unit. Heap sort compares 

elements a[i] and a[i * 2] in one time unit. Quicksort, with median-of-three partitioning, requires 

comparing a[left], a[center], and a[right] in a constant number of time units. If the input is on a 

tape, then all these operations lose their efficiency, since elements on a tape can only be accessed 

sequentially. Even if the data is on a disk, there is still a practical loss of efficiency because of 

the delay required to spin the disk and move the disk head. 

The time it takes to sort the input is certain to be insignificant compared to the time to read 

the input, even though sorting is an O(n log n) operation and reading the input is only O(n). 

 

Model for External Sorting 

The wide variety of mass storage devices makes external sorting much more device 

dependent than internal sorting. The algorithms that we will consider work on tapes, which are 

probably the most restrictive storage medium. Since access to an element on tape is done by 

winding the tape to the correct location, tapes can be efficiently accessed only in sequential order 

(in either direction). 

We will assume that we have at least three tape drives to perform the sorting. We need two 

drives to do an efficient sort; the third drive simplifies matters. If only one tape drive is present, 

then we are in trouble: any algorithm will require O(n2) tape accesses. 

 

The Simple Algorithm 
The basic external sorting algorithm uses the merge routine from merge sort. Suppose we 

have four tapes, Ta1, Ta2, Tb1, Tb2, which are two input and two output tapes. Depending on the 

point in the algorithm, the a and b tapes are either input tapes or output tapes. 

 

Suppose the data is initially on Ta1. Suppose further that the internal memory can hold 

(and sort) m records at a time. A natural first step is to read m records at a time from the input 

tape, sort the records internally, and then write the sorted records alternately to Tb1 and Tb2. We 

will call each set of sorted records a run. When this is done, we rewind all the tapes. Suppose we 

have the same input as our example for Shell sort. 

 
If m = 3, then after the runs are constructed, the tapes will contain the data indicated in the 

following figure. 
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Now Tb1 and Tb2 contain a group of runs. We take the first run from each tape and merge 

them, writing the result, which is a run twice as long, onto Ta1. Then we take the next run from 

each tape, merge these, and write the result to Ta2. We continue this process, alternating between 

Ta1 and Ta2, until either Tb1 or Tb2 is empty. At this point either both are empty or there is one 

run left. In the latter case, we copy this run to the appropriate tape. We rewind all four tapes, and 

repeat the same steps, this time using the a tapes as input and the b tapes as output. This will give 

runs of 4m. We continue the process until we get one run of length n. 

 

This algorithm will require log(n/m) passes, plus the initial run-constructing pass. For 

instance, if we have 10 million records of 128 bytes each, and four megabytes of internal 

memory, then the first pass will create 320 runs. We would then need nine more passes to 

complete the sort. Our example requires log 13/3 = 3 more passes, which are shown in the 

following figure. 

 

 

Multiway Merge 

If we have extra tapes, then we can expect to reduce the number of passes required to sort 

our input. We do this by extending the basic (two-way) merge to a k-way merge.  

Merging two runs is done by winding each input tape to the beginning of each run. Then 

the smaller element is found, placed on an output tape, and the appropriate input tape is 

advanced. If there are k input tapes, this strategy works the same way, the only difference being 

that it is slightly more complicated to find the smallest of the k elements. We can find the 

smallest of these elements by using a priority queue. To obtain the next element to write on the 

output tape, we perform a delete_min operation. The appropriate input tape is advanced, and if 

the run on the input tape is not yet completed, we insert the new element into the priority queue. 

Using the same example as before, we distribute the input onto the three tapes.  
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We then need two more passes of three-way merging to complete the sort. 

 

 

After the initial run construction phase, the number of passes required using k-way 

merging is logk(n/m) , because the runs get k times as large in each pass. For the example above, 

the formula is verified, since log3 13/3 = 2. If we have 10 tapes, then k = 5, and our large 

example from the previous section would require log5 320 = 4 passes. 

Polyphase Merge  

The k-way merging strategy developed in the last section requires the use of 2k tapes. This 

could be prohibitive for some applications. It is possible to get by with only k + 1 tapes. As an 

example, we will show how to perform two-way merging using only three tapes. 

Suppose we have three tapes, T1, T2, and T3, and an input file on T1 that will produce 34 

runs. One option is to put 17 runs on each of T2 and T3. We could then merge this result onto T1, 

obtaining one tape with 17 runs. The problem is that since all the runs are on one tape, we must 

now put some of these runs on T2 to perform another merge. The logical way to do this is to 

copy the first eight runs from T1 onto T2 and then perform the merge. This has the effect of 

adding an extra half pass for every pass we do. 

An alternative method is to split the original 34 runs unevenly. Suppose we put 21 runs on 

T2 and 13 runs on T3. We would then merge 13 runs onto T1 before T3 was empty. At this point, 

we could rewind T1 and T3, and merge T1, with 13 runs, and T2, which has 8 runs, onto T3. We 

could then merge 8 runs until T2 was empty, which would leave 5 runs left on T1 and 8 runs on 

T3. We could then merge T1 and T3, and so on. The following table below shows the number of 

runs on each tape after each pass. 
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Run  After      After  After     After  After     After  After 

Const. T3 + T2     T1 + T2     T1 + T3    T2 + T3       T1 + T2    T1 + T3      T2 + T3 

-------------------------------------------------------------------------------------------------------- 

T1  0  13      5   0    3   1       0   1 

T2  21  8      0   5    2   0       1   0 

T3  13  0      8   3    0   2       1   0 

The original distribution of runs makes a great deal of difference. For instance, if 22 runs 

are placed on T2, with 12 on T3, then after the first merge, we obtain 12 runs on T1 and 10 runs 

on T2. Afte another merge, there are 10 runs on T1 and 2 runs on T3. At this point the going gets 

slow, because we can only merge two sets of runs before T3 is exhausted. Then T1 has 8 runs 

and T2 has 2 runs. Again, we can only merge two sets of runs, obtaining T1 with 6 runs and T3 

with 2 runs. After three more passes, T2 has two runs and the other tapes are empty. We must 

copy one run to another tape, and then we can finish the merge. 

It turns out that the first distribution we gave is optimal. If the number of runs is a 

Fibonacci number Fn, then the best way to distribute them is to split them into two Fibonacci 

numbers Fn-1 and Fn-2. Otherwise, it is necessary to pad the tape with dummy runs in order to 

get the number of runs up to a Fibonacci number. We leave the details of how to place the initial 

set of runs on the tapes as an exercise. 

We can extend this to a k-way merge, in which case we need kth order Fibonacci numbers 

for the distribution, where the kth order Fibonacci number is defined as F(k) (n) = F(k)(n - 1) + 

F
(k)

(n - 2) + + F
(k)

(n - k), with the appropriate initial conditions F
(k)

(n) = 0,0 n k - 2, F
(k)

(k - 1) =1. 

Replacement Selection 

The last item we will consider is construction of the runs. The strategy we have used so far 

is the simplest possible: We read as many records as possible and sort them, writing the result to 

some tape. This seems like the best approach possible, until one realizes that as soon as the first 

record is written to an output tape, the memory it used becomes available for another record. If 

the next record on the input tape is larger than the record we have just output, then it can be 

included in the run. 

Using this observation, we can give an algorithm for producing runs. This technique is 

commonly referred to as replacement selection. 

Initially, m records are read into memory and placed in a priority queue. We perform a 

delete_min, writing the smallest record to the output tape. We read the next record from the input 

tape. If it is larger than the record we have just written, we can add it to the priority queue. 

Otherwise, it cannot go into the current run. Since the priority queue is smaller by one element, 

we can store this new element in the dead space of the priority queue until the run is completed 

and use the element for the next run. Storing an element in the dead space is similar to what is 

done in heapsort. We continue doing this until the size of the priority queue is zero, at which 
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point the run is over. We start a new run by building a new priority queue, using all the elements 

in the dead space. Figure 7.18 shows the run construction for the small example we have been 

using, with m = 3. Dead elements are indicated by an asterisk. 

In this example, replacement selection produces only three runs, compared with the five 

runs obtained by sorting. Because of this, a three-way merge finishes in one pass instead of two. 

If the input is randomly distributed, replacement selection can be shown to produce runs of 

average length 2m. For our large example, we would expect 160 runs instead of 320 runs, so a 

five-way merge would require four passes. In this case, we have not saved a pass, although we 

might if we get lucky and have 125 runs or less. Since external sorts take so long, every pass 

saved can make a significant difference in the running time. 

3 Elements In Heap Array  Output  Next Element Read 

              H[1]    H[2]     H[3] 

--------------------------------------------------------------------------------------------- 

Run 1      11        94        81                   11      96 

    81        94        96      81    12* 

    94      96      12*      94    35* 

    96      35*      12*      96    17* 

    17*      35*      12*   End of Run.   Rebuild Heap 

--------------------------------------------------------------------------------------------- 

Run 2       12        35       17      12    99 

     17        35       99                   17    28 

     28        99       35      28    58 

     35        99      58      35    41 

     41        99      58                   41    75* 

     58        99       75*                 58    end of tape 

     99                   75*      99 

    75*     End of Run.   Rebuild Heap 

------------------------------------------------------------------------------------------------- 

Run 3        75        75 

Figure: Example of run construction 

As we have seen, it is possible for replacement selection to do no better than the standard 

algorithm. However, the input is frequently sorted or nearly sorted to start with, in which case 

replacement selection produces only a few very long runs. This kind of input is common for 

external sorts and makes replacement selection extremely valuable. 

 

 

 

 

 

 

 

 

 

 



ADVANCED DATA STRUCTURES    30 

 

Department of CSE                            MPESGI                          UNIT-I  ::  SORTING 

K-Way Merging 
• The 2-way merge algorithm is almost identical to the merge procedure in figure.  

 

• In general, if we started with m runs, then the merge tree would have log2m  + 1 levels for a 

total of log2m  passes over the data file. The number of passes over the data can be reduced 

by using a higher order merge, i.e., k-way merge for k  2. In this case we would 

simultaneously merge k runs together.  

 

• The number of passes over the data is now 2, versus 4 passes in the case of a 2-way merge. In 

general, a k-way merge on m runs requires at most logkm  passes over the data. Thus, the 

input/output time may be reduced by using a higher order merge.  

 

 
Figure: A 4-way Merge on 16 Runs 

 

• The use of a higher order merge, has some other effects on the sort. To begin with, k-runs of 

size S1, S2, S3, ...,Sk can no longer be merged internally in O(∑1
k
 Si) time.  

 

• In a k-way merge, as in a 2-way merge, the next record to be output is the one with the 

smallest key. The smallest has now to be found from k possibilities and it could be the 

leading record in any of the k-runs.  

 

• The most direct way to merge k-runs would be to make k - 1 comparison to determine the 

next record to output. The computing time for this would be O((k-1)∑1
k
 Si ). Since 

logkm passes are being made, the total number of key comparisons being made is n(k - 1) 

logkm = n(k - 1) log2m/log2k where n is the number of records in the file. Hence, (k-

1)/log2k is the factor by which the number of key comparisons increases. As k increases, the 

reduction in input/output time will be overweighed by the resulting increase in CPU time 

needed to perform the k-way merge.  

 

• For large k (say, k  6) we can achieve a significant reduction in the number of comparisons 

needed to find the next smallest element by using the idea of a selection tree. Hence, the total 

time needed per level of the merge tree is O(nlog2k). Since the number of levels in this tree 

is O(logkm), the asymptotic internal processing time becomes O(n log2k logkm) 

= O(n log2 m). The internal processing time is independent of k. 

 

• In going to a higher order merge, we save on the amount of input/output being carried out. 

There is no significant loss in internal processing speed. Even though the internal processing 

time is relatively insensitive to the order of the merge, the decrease in input/output time is not 

as much as indicated by the reduction to logk m passes.  
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• This is so because the number of input buffers needed to carry out a k-way merges increases 

with k. Though k + 1 buffer are sufficient. Since the internal memory available is fixed and 

independent of k, the buffer size must be reduced as k increases. This in turn implies a 

reduction in the block size on disk. With the reduced block size each pass over the data 

results in a greater number of blocks being written or read.  

• This represents a potential increase in input/output time from the increased contribution of 

seek and latency times involved in reading a block of data. Hence, beyond a certain k value 

the input/output time would actually increase despite the decrease in the number of passes 

being made. The optimal value for k clearly depends on disk parameters and the amount of 

internal memory available for buffers. 

Buffer Handling for Parallel Operation 

If k runs are being merged together by a k-way merge, then we clearly need at least k input 

buffers and one output buffer to carry out the merge. This, however, is not enough if input, 

output and internal merging are to be carried out in parallel. For instance, while the output buffer 

is being written out, internal merging has to be halted since there is no place to collect the 

merged records. This can be easily overcome through the use of two output buffers. While one is 

being written out, records are merged into the second. If buffer sizes are chosen correctly, then 

the time to output one buffer would be the same as the CPU time needed to fill the second buffer. 

With only k input buffers, internal merging will have to be held up whenever one of these input 

buffers becomes empty and another block from the corresponding run is being read in. This input 

delay can also be avoided if we have 2k input buffers. These 2k input buffers have to be cleverly 

used in order to avoid reaching a situation in which processing has to be held up because of lack 

of input records from any one run. Simply assigning two buffers per run does not solve the 

problem. To see this, consider the following example. 

Example 1: Assume that a two way merge is being carried out using four input 

buffers, IN(i), 1  i  4, and two output buffers, OU(1) and OU(2). Each buffer is capable of 

holding two records. The first few records of run 1 have key value 1, 3, 5, 7, 8, 9. The first few 

records of run 2 have key value 2, 4, 6, 15, 20, 25. Buffers IN(1) and IN(3) are assigned to run 1. 

The remaining two input buffers are assigned to run 2. We start the merging by reading in one 

buffer load from each of the two runs. At this time the buffers have the configuration of figure 

8.12(a). Now runs 1 and 2 are merged using records from IN (1) and IN(2). In parallel with this 

the next buffer load from run 1 is input. If we assume that buffer lengths have been chosen such 

that the times to input, output and generate an output buffer are all the same then when OU(1) is 

full we have the situation of figure 8.12(b). Next, we simultaneously output OU(1), input 

into IN(4) from run 2 and merge into OU(2). When OU(2) is full we are in the situation of figure 

8.12(c). Continuing in this way we reach the configuration of figure 8.12(e). We now begin to 

output OU(2), input from run 1 into IN(3) and merge into OU(1). During the merge, all records 

from run 1 get exhausted before OU(1) gets full. The generation of merged output must now be 

delayed until the inputting of another buffer load from run 1 is completed! 
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Example 1 makes it clear that if 2k input buffers are to suffice then we cannot assign two 

buffers per run. Instead, the buffers must be floating in the sense that an individual buffer may be 

assigned to any run depending upon need. In the buffer assignment strategy we shall describe, 

for each run there will at any time be, at least one input buffer containing records from that run. 

The remaining buffers will be filled on a priority basis. I.e., the run for which the k-way merging 

algorithm will run out of records first is the one from which the next buffer will be filled. One 

may easily predict which run's records will be exhausted first by simply comparing the keys of 

the last record read from each of the k runs. The smallest such key determines this run. We shall 

assume that in the case of equal keys the merge process first merges the record from the run with 

least index. This means that if the key of the last record read from run i is equal to the key of the 

last record read from run j, and i < j, then the records read from i will be exhausted before those 

from j. So, it is possible that at any one time we might have more than two bufferloads from a 

given run and only one partially full buffer from another run. All bufferloads from the same run 

are queued together. Before formally presenting the algorithm for buffer utilization, we make the 

following assumptions about the parallel processing capabilities of the computer system 

available: 

(i) We have two disk drives and the input/output channel is such that it is possible 

simultaneously to read from one disk and write onto the other. 

(ii) While data transmission is taking place between an input/output device and a block of 

memory, the CPU cannot make references to that same block of memory. Thus, it is not possible 

to start filling the front of an output buffer while it is being written out. If this were possible, then 

by coordinating the transmission and merging rate only one output buffer would be needed. By 

the time the first record for the new output block was determined, the first record of the previous 

output block would have been written out. 

(iii) To simplify the discussion we assume that input and output buffers are to be the same 

size. 
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Figure 1 Example showing that two fixed buffers per run are not enough for 

continued parallel operation 

Keeping these assumptions in mind, we first formally state the algorithm obtained using 

the strategy outlined earlier and then illustrate its working through an example. Our algorithm 

merges k-runs, k>=2, using a k-way merge. 2k input buffers and 2 output buffers are used. Each 

buffer is a contiguous block of memory. Input buffers are queued in k queues, one queue for each 

run. It is assumed that each input/output buffer is long enough to hold one block of records. 

Empty buffers are stacked with AV pointing to the top buffer in this stack. The stack is a linked 

list. The following variables are made use of: 

   IN (i) ... input buffers, 1 i  2k 

  OUT (i) ... output buffers, 0  i  1 

FRONT (i) ... pointer to first buffer in queue for run i, 1  i k 

  END (i) ... end of queue for i-th run, 1  i  k 

 LINK (i) ... link field for i-th input buffer 

              in a queue or for buffer in stack 1  i 2k 

 LAST (i) ... value of key of last record read 

              from run i, 1  i  k 

       OU ... buffer currently used for output. 
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The algorithm also assumes that the end of each run has a sentinel record with a very large 

key, say + . If block lengths and hence buffer lengths are chosen such that the time to merge 

one output buffer load equals the time to read a block then almost all input, output and 

computation will be carried out in parallel. It is also assumed that in the case of equal keys the k-

way merge algorithm first outputs the record from the run with smallest index. 

    procedure BUFFERING 

1   for i <-- 1 to k do     //input a block from each run// 

2     input first block of run i into IN(i) 

3   end 

4   while input not complete do end     //wait// 

5   for i <-- 1 to k do     //initialize queues and free buffers// 

6     FRONT(i) <-- END(i) <-- i 

7     LAST(i) <-- last key in buffer IN(i) 

8     LINK(k + i) <-- k + i + 1     //stack free buffer// 

9   end 

10  LINK(2k)  <-- 0; AV <-- k + 1; OU <-- 0 

    //first queue exhausted is the one whose last key read is smallest// 

11  find j such that LAST(j) =  min  {LAST(i)} 

                               l i k 

12  l <-- AV; AV <-- LINK(AV)      //get next free buffer// 

13  if LAST(j)  +  then [begin to read next block for run j into 

                               buffer IN(l)] 

14  repeat      //KWAYMERGE merges records from the k buffers 

                  FRONT(i) into output buffer OU until it is full. 

                  If an input buffer becomes empty before OU is filled, the  

                  next buffer in the queue for this run is used and the empty 

                  buffer is stacked or last key = + // 

15    call KWAYMERGE 

16    while input/output not complete do     //wait loop// 

17    end 

      if LAST(j)  +     then 

18    [LINK(END(j)) <-- l; END(j) <-- l; LAST(j) <-- last key read 

                                              //queue new block// 

19    find j such that LAST(j) =  min {LAST(i)} 

                                 l i k 

20    l <-- AV; AV <-- LINK(AV)]     //get next free buffer// 

21    last-key-merged <-- last key in OUT(OU) 

22    if LAST(j)  +  then [begin to write OUT(OU) and read next block of 

                             run j into IN(l)] 

23                     else [begin to write OUT(OU)] 

24    OU <-- 1 - OU 

25    until last-key-merged = +  

26    while output incomplete do     //wait loop// 

27    end 

28  end BUFFERING 
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Notes:  

1) For large k, determination of the queue that will exhaust first can be made in 

log2k comparisons by setting up a selection tree for LAST(i), 1  i  k, rather than making k - 1 

comparisons each time a buffer load is to be read in. The change in computing time will not be 

significant, since this queue selection represents only a very small fraction of the total time taken 

by the algorithm. 

2) For large k the algorithm KWAYMERGE uses a selection tree  

3) All input/output except for the initial k blocks that are read and the last block output is 

done concurrently with computing. Since after k runs have been merged we would probably 

begin to merge another set of k runs, the input for the next set can commence during the final 

merge stages of the present set of runs. I.e., when LAST(j) = +  we begin reading one by one 

the first blocks from each of the next set of k runs to be merged. In this case, over the entire 

sorting of a file, the only time that is not overlapped with the internal merging time is the time 

for the first k blocks of input and that for the last block of output. 

4) The algorithm assumes that all blocks are of the same length. This may require inserting 

a few dummy records into the last block of each run following the sentinel record + . 

Example 2: To illustrate the working of the above algorithm, let us trace through it while it 

performs a three-way merge on the following three runs: 

 

Each run consists of four blocks of two records each; the last key in the fourth block of 

each of these three runs is + . We have six input buffers IN(i), 1  i  6, and 2 output buffers 

OUT(0) and OUT(1). The status of the input buffer queues, the run from which the next block is 

being read and the output buffer being ouput at the beginning of each iteration of the repeat-

until of the buffering algorithm.  
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Theorem : The following is true for algorithm BUFFERING: 

(i) There is always a buffer available in which to begin reading the next block; and 

(ii) during the k-way merge the next block in the queue has been read in by the time it is 

needed. 

Proof: (i) Each time we get to line 20 of the algorithm there are at most k + 1 buffer loads 

in memory, one of these being in an output buffer. For each queue there can be at most one 

buffer that is partially full. If no buffer is available for the next read, then the remaining k buffers 

must be full. This means that all the k partially full buffers are empty (as otherwise there will be 

more than k + 1 buffer loads in memory). From the way the merge is set up, only one buffer can 

be both unavailable and empty. This may happen only if the output buffer gets full exactly when 

one input buffer becomes empty. But k > 1 contradicts this. So, there is always at least one buffer 

available when line 20 is being executed. 

(ii) Assume this is false. Let run Ri be the one whose queue becomes empty during the 

KWAYMERGE. We may assume that the last key merged was not the sentinel key +  since 

otherwise KWAYMERGE would terminate the search rather then get another buffer for Ri. This 

means that there are more blocks of records for run Ri on the input file and LAST(i)  + . 

Consequently, up to this time whenever a block was output another was simultaneously read in 

(see line 22). Input/output therefore proceeded at the same rate and the number of available 

blocks of data is always k. An additional block is being read in but it does not get queued until 

line 18. Since the queue for Ri has become empty first, the selection rule for the next run to read 

from ensures that there is at most one block of records for each of the remaining k - 1 runs. 

Furthermore, the output buffer cannot be full at this time as this condition is tested for before the 

input buffer empty condition. Thus there are fewer than k blocks of data in memory. This 

contradicts our earlier assertion that there must be exactly k such blocks of data. 
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Run Generation 

Using conventional internal sorting methods, it is possible to generate runs that are only as 

large as the number of records that can be held in internal memory at one time. Using a tree of 

losers it is possible to do better than this. In fact, the algorithm we shall present will on the 

average generate runs that are twice as long as obtainable by conventional methods. This 

algorithm was devised by Walters, Painter and Zalk. In addition to being capable of generating 

longer runs, this algorithm will allow for parallel input, output and internal processing. For 

almost all the internal sort methods discussed in Chapter 7, this parallelism is not possible. Heap 

sort is an exception to this. In describing the run generation algorithm, we shall not dwell too 

much upon the input/output buffering needed. It will be assumed that input/output buffers have 

been appropriately set up for maximum overlapping of input, output and internal processing. 

Wherever in the run generation algorithm there is an input/output instruction, it will be assumed 

that the operation takes place through the input/output buffers. We shall assume that there is 

enough space to construct a tree of losers for k records, R (i), 0  i < k. This will require a loser 

tree with k nodes numbered 0 to k - 1. Each node, i, in this tree will have one field L (i). L(i), 

1  i < k represents the loser of the tournament played at node i. Node 0 represents the overall 

winner of the tournament. This node will not be explicitly present in the algorithm. Each of 

the k record positions R (i), has a run number field RN (i), 0  i < k associated with it. This field 

will enable us to determine whether or not R (i) can be output as part of the run currently being 

generated. Whenever the tournament winner is output, a new record (if there is one) is input and 

the tournament replayed as discussed in section Algorithm RUNS is simply an implementation 

of the loser tree strategy discussed earlier. The variables used in this algorithm have the 

following significance: 

 

  R(i), 0  i < k ... the k records in the tournament tree 

KEY(i), 0  i < k ... key value of record R(i) 

  L(i), 0 < i < k ... loser of the tournament played at node i 

RN(i), 0 <= i < k ... the run number to which R(i) belongs 

               RC ... run number of current run 

                Q ... overall tournament winner 

               RQ ... run number for R(Q) 

             RMAX ... number of runs that will be generated 

        LAST__KEY ... key value of last record output 

The loop of lines 5-25 repeatedly plays the tournament outputting records. The only 

interesting thing about this algorithm is the way in which the tree of losers is initialized. This is 

done in lines 1-4 by setting up a fictitious run numbered 0. Thus, we have RN(i) = 0 for each of 

the k records R(i). Since all but one of the records must be a loser exactly once, the initialization 

of L(i)  i sets up a loser tree with R(0) the winner. With this initialization the loop of lines 5-26 

correctly sets up the loser tree for run 1. The test of line 10 suppresses the output of 

these k fictitious records making up run 0. The variable LAST__KEY is made use of in line 13 to 

determine whether or not the new record input, R(Q), can be output as part of the current run. If 

KEY(Q) < LAST__KEY then R(Q) cannot be output as part of the current run RCas a record 

with larger key value has already been output in this run. When the tree is being readjusted (lines 

18-24), a record with lower run number wins over one with a higher run number. When run 

numbers are equal, the record with lower key value wins. This ensures that records come out of 

the tree in non-decreasing order of their run numbers. Within the same run, records come out of 

the tree in non-decreasing order of their key values . RMAX is used to terminate the algorithm. 
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In line 11, when we run out of input, a record with run number RMAX + 1 is introduced. When 

this record is ready for output, the algorithm terminates in line 8. One may readily verify that 

when the input file is already sorted, only one run is generated. On the average, the run size is 

almost 2k. The time required to generate all the runs for an n run file is O(n log k) as it 

takes O(log k) time to adjust the loser tree each time a record is output. The algorithm may be 

speeded slightly by explicitly initializing the loser tree using the first k records of the input file 

rather than k fictitious records as in lines 1-4. In this case the conditional of line 10 may be 

removed as there will no longer be a need to suppress output of certain records. 

Optimal Merging Of Runs 

� When we merge by using the first merge tree, we merge some records only once, while 

others may be merged up to three times. 

� In the second merge tree, we merge each record exactly twice. 

� We can construct Huffman tree to solve this problem. 

 

 

 

 

 

 

 

External path length: 

2*3+4*3+5*2+15*1=43    2*2+4*2+5*2+15*2=52 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

 15  5  4  2 

 15 

 5 

 4  2 



ADVANCED DATA STRUCTURES    39 

 

Department of CSE                            MPESGI                          UNIT-I  ::  SORTING 

Construction of a Huffman tree 
Runs of length : 2,3,5,7,9,13 
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